
                                                              

      

Protecting Enterprise Applications: 
The Top Ten Challenges 

 
1. I need a solution that automatically 

detects system stress and can 
evacuate my applications to a safe 
site before disaster strikes.  

2. When disaster strikes without 
warning, I need painless, automated 
recovery. 

3. No matter what, I can tolerate no 
more than a few minutes of down 
time or data loss. 

4. I need to get my applications back to 
the production site after disaster 
conditions have been resolved.  

5. I need regular live audits of recovery 
plans that report my RPOs and RTOs.   

6. When I recover, I need to be sure my 
applications are consistent right up 
to the transaction level. 

7. I need protection that works 
seamlessly with all applications and 
operating systems. 

8. If my applications or data get 
corrupted, I want to rollback to an 
instant of my choosing. 

9. I want a low-cost solution and don’t 
want to pay extra license fees for 
“just-in-case” instances of my 
applications.   

10. I need an easy-to-use, intuitive 
solution that doesn’t require 
scripting or specialized expertise.  

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The DataGardens WAVE™ 
Total Protection for your Critical Applications  

 

Overview 

Enterprise applications are the engines 
that drive corporate revenue and 
productivity.  Sales, procurement, 
production scheduling, and customer 
management: all are core to business 
operation and, typically, all are driven by 
enterprise applications. Ensuring that 
these applications run reliably with 
minimal risk of downtime and data loss is 
the prime responsibility of the corporate IT 
administration team. 

Yet, many business unit leaders who 
manage enterprise applications are deeply 
frustrated with the level of protection they 
have. Virtually all have already suffered 
unacceptable downtime and data loss. In 
fact, a typical company suffers from 
hundreds of hours of application 
downtime per year. Meanwhile each hour 
of downtime can cost the company, 
depending on its industry sector, tens or 
even hundreds of thousands of dollars.2,3 
In many cases, catastrophic downtime 
leads to loss of the entire business. 

Why are enterprise applications so much 
at risk?  Why does it take so long to 
recover from service disruptions? And why 
does so much data get lost? To answer 
these questions, it helps to look at the 
problem from the perspective of the IT 
Administrator. 

 

Solution Brief 

Enterprise 
applications are 
engines of 
modern business. 
Keeping them 
running is IT’s top 
priority. 

 

 
 
 
Companies lose 
an average of 
$84,000 for every 
hour of 
downtime.  

- IDC 
 

 

 

 

 

 

 

1 Database and Network Journal, Dec. 2005, http://findarticles.com/p/articles/mi_hb3234/is_6_35/ai_n29240980/?tag=content;col1  
2 IDC, Aug., 2009, http://www.hp.com/hpinfo/newsroom/press_kits/2009/CompetitiveEdge/ReducingDowntime.pdf  
3 DITY Weekly Reader, Dec. 2006, http://www.itsmsolutions.com/newsletters/DITYvol2iss47.htm  
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Solution Brief 

 

The IT Administrator’s Dilemma: Protect Applications or Infrastructure? 

When it comes to protecting enterprise applications, IT administrators face a difficult 
choice.  Do they, on the one hand, procure independent protection systems customized 
for each application? Or, on the other hand, do they procure a “one size fits all” 
business continuity system that protects the underlying IT infrastructure: servers, 
storage systems, and network appliances.  Not surprisingly, most IT administrators opt 
for the latter path: they prefer to protect infrastructure over applications.  

The reasons aren’t difficult to understand. IT administrators want a scalable, enterprise-
wide solution. They want to avoid the expense of procuring and managing several 
distinct one-off business continuity solutions.  Even more important, coupling between 
applications could mean that protecting each on its own would result in inconsistencies 
upon recovery.   

 
Challenges of Infrastructure-Level Protection 
But there are serious consequences of opting for infrastructure-level protection.  

Infrastructure-level protection typically means protecting just data on disk.  Yet, for 
most applications, and particularly for transaction-based applications, what is in 
memory is just as critical as what is on disk. Consequently, when applications are 
protected only at the infrastructure-level, they can be in an inconsistent state upon 
recovery.   

More importantly, infrastructure-level protection does not directly address the core 
problems of application availability. According to industry estimates, between 80% and 
90% of application downtime is due to “soft failures” that have nothing to do with 
physical infrastructure. These soft failures include human error, malware intrusions, 
applications hanging or failing, process failures, configuration mistakes, and conflicts 
between different linked applications. To recover from these while ensuring application-
layer consistency, it is necessary to rollback both the server’s memory as well as data on 
disk to an instant before the failure occurred.  

It all boils down to two simple seemingly incompatible statements:  

1. To meet the needs of the Application Owner, business continuity protection must 
be application-aware, and   

2. To meet the needs of the IT Administrator, the protection must be application 
agnostic.  

How can this dilemma be resolved? 

 

IT administrators 
want a scalable, 
enterprise-wide 
BC solution. 

 

 

 

 

 

 

Should business 
continuity be 
App-aware or 
App-agnostic? 
 

How about both? 



                                                              

      

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 1: Two site DataGardens WAVE 

 

Solution Brief 

DataGardens WAVE with Live Process Protection 

The DataGardens WAVE offers a unique solution: it protects the “active state” of 
both virtual machines and data volumes across two or more sites.   

At a moment’s notice, you can move live applications to a remote location without 
transaction loss. Both processing and I/O activity move between sites, so you are 
protected regardless of the type of system failure. You can evacuate applications 
and their data volumes either as a point-and-click operation, or you can use a 
DataGardens scripting tool to specify rules for automated evacuation.  When you 
like, you can move the live applications back again to the original production site 
without any data loss. In cases of soft failure, you can rollback just the affected 
applications and data volumes to an earlier instant of your choosing. Rollback is a 
point-and click operation and, if you choose, you can rollback with the applications 
still running as they were at the earlier instant.   

 

 

Keeping App’s 
live shouldn’t be 
complicated 

 



                                                              

      

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
 
 

 

 

 
 

 

 

 

 

 

 

Solution Brief 

 

Sales Inquiries 

(613) 257-4696 

sales@datagardens.com 

 

 

 

   

 

 

© 2010 DataGardens, Inc. All rights reserved. 

Notice: this document is for informational purposes only, and does not set 
forth any warranty, expressed or implied, concerning any equipment or 
service offered or to be offered by DataGardens Inc. This document describes 
some capabilities that may be configuration dependant, and features that 
may not be currently available. Contact DataGardens for information on 
feature and product availability.  

The DataGardens WAVE is a unique solution to the IT administrator’s dilemma.  
The WAVE is “application aware” because it preserves the actual state of live 
applications at a given instant in time.  Meanwhile, it is application agnostic 
because it protects all memory actually in use at any given time regardless of what 
applications are active. DataGardens calls this new type of business continuity 
“Live Process Protection”.  It represents a third alternative to those facing the 
traditional predicament of choosing either to protect either infrastructure or 
applications. DataGardens believes, it also ushers in a new era in enterprise 
business continuity. 

 

A new era in 
business continuity 
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